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| WE TRANSFER KNOWLEDGE — INTO MARKET-READY TECHNOLOGIES |

BASED ON SCIENCE & OPERATIONAL EXCELLENCE

Formal methods enhanced Al-Agents — innovation through international partnerships and expert network.

@

@ A global network of excellence

Connecting top minds to solve tomorrow’s mobility challenges.
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| TWT @ GREENCODE RESEARCH PROJECT |

TWT @ GREENCODE RESEARCH PROJECT

@/7 Goals TWT

— New methods for green coding in industrial applications
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| TWT @ GREENCODE RESEARCH PROJECT |

JEVONS PARADOX - WHY EFFICIENCY IS NOT ENOUGH N <'

What is the Jevons Paradox?

Originally observed in the 19th
century in relation to coal use:

more efficient steam engines d|
not necessarily reduce coal l h
consumption because they made

coal-powered applications r
and more widespread. *

Efficiency mproven!@ﬂtgan reduce%he&ources required
per um@lf‘actl % while simultapeously increasing total

enoug o offset — or even exceed — those

savmgs

Image Sourc soft PowerPoint (Microsoft 365)

Why it matters for Al?

» More efficient models: fewer Wh per
inference

» Cheaper Al services: more users &
more requests

» More capable systems:
larger models & longer contexts & new
applications

\_

Sustainable computing cannot be evaluated
only through efficiency; it must also account for
scale, demand growth, and total system-level
impacts.

)
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| TWT @ GREENCODE RESEARCH PROJECT |

RESEARCH GAP- WE CANNOT MANAGE WHAT WE CANNOT MEASURE

Computation
\
Energy use
\

Data center
\
Electricity grid

\
Carbon / Water / Air pollution / Health

Current limitations

Energy use is rarely directly
observable.

Different Al models have very
different computational
characteristics.

Data-center reporting is often
highly aggregated.

Environmental impacts depend
strongly on location and time.
Corporate sustainability claims do
not always map to physical system
impacts.

There is a disconnect between computational activity
and its real-world environmental consequences.
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SUSTAINABLE COMPUTING

Why does sustainable computing matter?

b o

' '
] \
] |
\ '
\

~ ( co.]

~

Al growth More computation More infrastructure More environmental pressure

L

4 — N
Motivation:
° 2. Physical infrastructure 3. Environmental consequences
Digital computation ultimately requires: Energy consumption translates into

. Al workloads - .
Connectin LA b T T | R
ﬁﬂ increasing Servers

1. Scale

o
computational Cooling

= Where
When
demand. data centers
oftware, Al an S
/
K R e SO u rce U S e / [ The digital world is not immaterial. Every computation is ultimately a physical process. J

How

A6 _HHER iR
HEH HHERR %
HHER

computation takes place.

B Sustainable Software
B Al Inference & Energy Estimation
Data Centers & Physical Infrastructure

Life Cycle Assessment of Software Development
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Learn to Code Sustainably: An Empirical Study on
LLM-based Green Code Generation

Tina Vartziotis'2, Ippolyti Dellatolas®, Geo
Schneider!, Tim Hoffmann®, Sotirios Kotsopoulos®*, Michael Keckeisen'

Floria

Dasoulas®, Maximilian Schmidt',

ITWT GmbH Science & Innovation
2National Technical University of Athens
IMassachusetts Institute of Technology
“Harvard University
SMercedes-Benz

Abstract—The i

reasing use of information technology has

i share of energy consumption and n
centers. These co ¢

se with the growing de

digitization, and the development of large

(A models.

lead to energy efli
study on green code
as well as metrics used t
of Al models. In this framewor
of auto-generated code. The
this study are produced by generative
models, GitHub Copilot, Opy i
CodeWhisperer. Within our

the sust.
a defini
sustainabilit
capacity of hum
three Al language models in response to easy-to-
tatements. Our findings shed light on the current
models to contribute to sustainable software

ethodology, in order to quantify
s of these Al models, we propa

capacity”, based on cortai
ctries. We compare the

%

pment.

L. INTRODUCTION
A. Emvironmental Impact of Al

In the era of rapid technological advancement, the environ-
mental impact of software development has become a pressing
concern. Advances in software and hardware technigues have
led to a significant increase in the demand for digital services,
with internet traffic increasing 25-fold since 2010 [1). Global
center electricity consumption, excluding cryptocurrency
mining, was estimated to be 240-340 TWh in 2022, represent

ing 1-1.3% of global electricity consumption and 0.3% of gloal
carbon emissions [1-3]. Countries with expanding data center
markets are seeing rapid data center electricity consumption
growth. For exampl ricity consumption in
Ireland accounted for 20% of the country's total electricity
use in 2022, triple its 2015 levels [4]. Energy efficiency
gains have helped limit data center energy demand. including
improvements in IT hardware, cooling systems, and a shift
from local processors o large-scale datacenters; yet increased
computing demand for applications such as blockehains and
machine learning could outpace efficiency gains. Artificial

data center e

intelligence and machine learning are areas where the demand
is expected 1o grow. A 2018 OpenAl study found that the
amount of compute (in 10'® floating point operations per
second - day) has been increasing exponentially since 2012
due to algorithmic innovation and the development of new Al
models [5]. The lifecycle emissions of an AT model encompass
the emissions generated during the development of the model
(training and testing phase), as well as those resulting from
running the model once it is deployed (inference phase or
queries). Several studies have estimated the training cost of Al
models, including natural language processing (NLP) models
that are highly computationally expensive [6-8]. Estimated
CO, emissions from training a large NLP model are |

10 times those from the lifecycle of a car [6). The energy
consumption of large NLP models during training ranged from
20MWHh to more than 1200MWh, with the development of
GPT-3 estimated o have gencrated 552 tons of CO; equivalent
(tCOs¢) [7). These emissions only encompass the training

ase of the models, Once the models are deployed, their
energy demand due o consumer

computer vision and NLP models during inference was found
10 have increased exponentially [9], with total emissions de
pending on the number of consumer queries, or how frequently
the model is used (known as the multiplicative factor). Re-
cent generative Al language models have already experienced

increased demand, triggering large numbers of queries since
© an energy consumption in the

their release, amounti

inference phase that is a significant contributor (o the model
lifecycle emissions [10]. For example, assuming 100 million
daily queries - estimated from data from SimilarWeb - and
an energy use per query of roughly 0.002kWh - based on the
e energy required by a forward pass of an NLP model
[9] - the energy consumption of ChatGPT can be estimated o
be about 0.2GWh per day

Despite the significant carbon footprint associated with the

avera

development and use (training and inference) of Al models,
they are said to have the potential to contribute (o environmen-
tal sustainability. This potential is encapsulated in the “carbon
handprint” of software, where the use of the software leads to

energy savings [8]. One application of generative Al models

LLMA4Code Workshop, ICSE, 2024

https://doi.org/10.48550/arXiv.2403.03344

TWT '

Sustainable Software

Can software itself be more sustainable?

Research question > Approach Finding
Can Al-generated Compare alternative

code be optimized not implementations based on:
only for correctness, e execution time

but also for * resource utilization
computational * energy-related

efficiency? performance

Functionally equivalent
code can have
substantially different
computational costs.

Green Capacity
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Fig. 2. Comparison plot of Green Capacity values among the three automated code generation models (Copilot, CodeWhisperer, ChatGPT) throughout six
coding problems (3Sum, Cookies, Median, Network, Search, Sort). For each reported GCay value (depicted with the full Tine bar), we append on its right the
computed GCigman, that compares the human submission with the initially generated code for cach model. A higher left value implies that the code generation
model performed better than the human sub the y metrics. Absence of data denotes a value of 0.

Sustainability begins before the hardware is even selected.
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| TWT @ GREENCODE RESEARCH PROJECT |

EXISTING TOOLS OVERVIEW
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| MOTIVATION |
TWT -

THE CONTINUOUS COST OF AUTOREGRESSIVE GENERATION

Growing Al-assisted development

— Al programming and vibe coding market projected
to grow from $4.7B to $12.3B by 2027 [Taskade,

——
2026 o ((;ar‘::-l?ige Cost)
- ~30% of new code at Google and Microsoft is Al-
generated [Second talent, 2026] -

- 25% of YC W25 startups have codebases that are
~95% Al-generated [Fawzy et al., 2026]

Inference
(Continuous Cost)

Lifetime energy footprint

— Depends on generated tokens, sequence length,
model size, hardware configuration and batching

Deployment impact

— Applies equally to on-premise/small-to-medium
GPU deployments

17
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| PROBLEM & GAP |
TWT '

THE HARDWARE TELEMETRY BOTTLENECK

I The problem: Direct energy measurement is hardware-bound and non-portable.

Hardware telemetry & power instrumentation [A. Lacoste et al., L. Lannelongue et al.]
— Direct access to GPU telemetry or power sensors

Coarse-grained carbon-accounting tools (SPROUT) [B. Li et al ]
— High-level reporting, no request- or token-level estimates

Transformer scaling-law & GPU benchmarks [J. Kaplan et al., J. Hoffmann et al., O. Antepara et al ]
— Basis for analytical FLOP & hardware-energy modeling, no request-level estimates

Our approach: An analytically structured, empirically calibrated GPU-level methodology without runtime
measurement.

18



TWT

Al Inference & Energy Estimation

How much energy does an Al inference require?
o st s .| (7). RESEArCh quUEStion s Approach Q, Finding

Skianis Kotsopoulos”™” and Dominici

Energy measurement is We estimate how Al A hardware-aware
hardware-bound. How can workloads translate into analytical model that
we measure it? energy use by considering: estimates inference energy
« the amount of without requiring direct
computation required power measurements for
* the number of input and every workload.

output tokens
» the size of the model
» the length of the context

1. Introduction

Energy Scaling with Output Sequence Length (32B Model, T,, = 100)

Total request energy o
l Egpy = Ecampute + Ememory 1 100
107
5
[ Compute term (tensor-core FLOPs) J [ Memory term (HBM bit traffic) J < w0
g
E 107}
Ecumpute = arc " Crc Emgmlzry = eypym * Qusnm
- ape: Hardware-specific energy - epgu: Energy per bit 107 i —e— Total Energy
per tensor-core FLOP transferred from HBM 10t i Compute
- Cr¢ ‘Temsgrfcore FLOPs ~ Quaar HBM traffic in bits # 1 :,rir;w;(ememury)
- Dominantin prefill phase - Dominant in decode phase 1076 41 ~—- Attention
(compute-bound) (memory-bound)
o] 2500 5000 7500 10000 12500 15000 17500 20000

Number of Output Tokens

GreenAl Workshop, ECML-PKDD, 2026

ttps.//doi.ora/10.48550/a1Xv.2607.26571 A token represents a piece of text, not a fixed amount of energy.
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https://doi.org/10.48550/arXiv.2607.26571

| Al INFERENCE & ENERGY ESTIMATION |

WORKLOAD ANALYSIS — TOKEN DISTRIBUTION

Input tokens — tokens in the prompt/context that
haven't been cached; processed at full input rate.

Output tokens — tokens autoregressively
generated by the model.

Cache write — the first pass over a context
segment, where its KV-cache state gets persisted
for reuse; priced at a premium over standard input
(reflects the cost of computing and storing that
state).

Cache read — a cache hit: reusing previously
computed KV-cache state instead of recomputing
it; priced at roughly 10% of standard input rate.

Token composition is dominated by cache reads

Al projecs - YT §
virals-optimat - ) |
Green-Coce - T |

cross - )
weight Dashbosrd - T N

|
0 20 40 60 80 100
Share of tokens (%)

m==  Cache read wmwm  Cache write m==  Qutput

s Fresh input

TWT <.

Four orders of magnitude apart

631k Fresh input
@'13M Output
@®125M Cache write

@258 Cacheread

10° 107 10°

Tokens (log scale)

Standard energy models that only measure output or input tokens miss over 90% of the actual
workload; modeling KV-cache memory reads is essential for accurate energy estimation.

20



| Al INFERENCE & ENERGY ESTIMATION |

EMISSIONS OF DIFFERENT SOFTWARE ENGINEERING TASKS

Heavyweight Tasks: Refactoring & Testing
— Reconstructing complex legacy code requires
heavy context window & multi-step reasoning

High Frequency vs. Low Footprint

— Feature and Understand prompt are the most
frequent, but they emit very little carbon per
prompt

47x Impact Disparity & Optimization Target

— A simple refactor prompt consumes as much
as 4/ Feature prompts

Image Source:

Refactor (n=7) - ® 1869
Test (n=31) - ® 127¢g
Integration (n=40) - ® 7859
Design (n=22) - ® 619¢g
Review (n=31) - ® 427¢g
Docs (n=66) - ® 392¢g
Init (n=22) - ® 391g¢g
Bugfix (n=43) - ® 382¢

Understand (n=193)- @ 1529

Feature (n=248) -@ 0.3%g
I 1 1 1 1
0 5 10 15 20
Median gCO,e per prompt

Feature — building new functionality that didn't exist before

Understand — reading/exploring code to answer a question, no changes made

Bugfix — fixing broken or incorrect existing behavior

Init — initial project setup or onboarding (e.g. /init-generated CLAUDE.md, first-time environment setup)

Docs — writing or updating documentation, comments, or docstrings

Review — reviewing existing code or a diff for correctness/quality, no new feature work

Design — planning architecture or approach before writing code

Integration — connecting separate systems or components together

Test — writing, fixing, or running tests

Refactor — restructuring existing code without changing what it does

25
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| Al INFERENCE & ENERGY ESTIMATION | <
TWT '

THE HYBRID FRAMEWORK: EXTENDS ECOLOGITS WITH OUR ANALYTICAL
METHODOLOGY

EcolLogits [Samuel Rince et al ]

S TCacned ) +u. laxcacnea)
— An open-source tool from Co.deC.arbon (pythqn library / Session Total Facility Energy (Wh, xPUE 1.2)
web calculator / API for estimating the environmental %]
footprint of generative-Al inference) o0 . 6.14x .

— QOutput tokens-only model assumption

2000 A

Agentic Memory Load

— Over 94% of token volume consists of KV-cache
memory reads

— Output generation accounts for less than 1% of total
GPU data movement 500 1 y

0.08x% 0.09x l

Hybrid Framework U R i O o
— Replaces output-token regression with an analytical Feached) 10 Toxcached)
hardware model [Vartziotis et al ]
— Applies the infrastructure parameters used by the
Ecologits tool (Datacenter PUE, Grid Carbon Intensity,

embodied emissions)

=
S 1500 -

1000 ~

22
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| ACTIVE RESEARCH PROJECT GREENCODE | <
TWT -

LIFE CYCLE ASSESSMENT (LCA) IN GREENCODE

cO, ") Software's carbon footprint

L isn't obvious. It lives in the
servers it runs on, the
laptops it's built with, and
the Al tools queried during
development.

R LCA

/:
=4 environmental

impact across a
product's full life
cycle.

@ Our goal: produce a single

GWP-100 score (kg CO,-eq) for
a real software product,
combining electricity, hardware,
cloud services, and waste into
one comparable number.

24



| CUSTOM LIFE-CYCLE INVENTORY AND AUTOMATED IMPACT ASSESSMENT FOR SOFTWARE SYSTEMS |

LCA ANALYSIS PIPELINE

Our Contribution Our Results :
Emissions Grouped by Stage / Emissions grouped by Flow

TWT -

Custom LCI Dataset

34 process flows mapped across all five ISO 14040 life-cycle stages, built specifically for
software systems.

Software LCA - Emissions by Flow, Grouped by Stage
(grey = data not yet studied/measured)

. . Cold storage/archive electricity o0
Data —Qu a | |ty ReV|eW Decommissioned hardware to disposal/recycling facility transport f] retyet e o o)
.. E-waste processing emissions (net recycling credit){ |+
Emissions Grouped by Stage

Production runtime electricity

Every flow assessed and tagged: verified, pending review, excluded, or flagged for
Background job/update electricity

methOdO|Ogica| Uncertamty. Use Stage _2,353_1 Auth/threat-monitoring electricity

Security tooling admin electricity

. . Database/storage electricity

Automated Assessment P | pel Ine Development Stage I 151.0 Monitoring/logging electricity overhead
Embodied build/registry infrastructure share

Python scripts import our dataset into Brightway?2, apply GWP-100 characterization, Pre-Development Stage I,,.1 Test enviranment electricity

and generate stage-level results. CICD build electricity

Design review electricity
Product Sta |65.1
rodu 9 DevOps/ticketing admin electricity

Stakeholder meetings/workshops electricity

Examp|ei our LCl dataset (excerpt) End of Life Stage-0.9 Architecture tooling electricity

Maintenance admin electricity

o] 500 1,000 1,500 2,000 2,500 3,000 Patch/maintenance build electricity
kg CO2e (GWP-100) per functional unit Test data storage electricity
SAST/DAST static-analysis scan electricity §f norvete

Embodied developer laptop hardware

Application Execution Production runtime electricity 10,464 311 5 5 kg Coze Developer laptop electricity

Shared office IT services overhead

(Use Stage (C1-C3)|

(Development Stage (B3-B7)

Pre-Development Stage (B1-82)

Deve|0pment Environment Deve|oper Iaptop electricity 15.12 kWh total GWP-100 per functional unit Al assistant platform/subscription overhead A rotvet susies 0/ 7500
o . Al assistant inference electricity (setup/Pre-Dev) ] nor yet sudied 0/ 780}
Use Stage dominates the footprint

Embodied network equipment (switches/routers)
Hardware Infrastructure Embodied server hardware 0.1 kgCO2e (90.7% of total) Network data-transfer electricity
Embodied server/instance hardware (manufacturing)
Factory-to-deployment hardware transport { rotvet studied 0/ 7601

Embodied data center building/facility { norvet studied o/ 7201

[Product Stage (A1-A2)

0.001 01 10 1000
Emissions (kg CO2e, log scale)
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GREENLOOP — HOW IT WORKS

TWT DEMONSTRATOR- GREENLOOP

GreenLoop — a closed loop on your own infrastructure

All components run locally — no code or data leaves the company

On-premises (developer machine or private server)

Developer

Selects a function

to optimise

GreenLoop engine Local AI model

Suggest - verify -

Runs on-premises
measure - report

;

Y A 4

Verify Measure Report
Same behaviour Energy before Energy & CO:e saved,
as the original vs. after incl. cost of the AT
I |
h 4

( Developer decides
next function L Accept or reject the change

D UI D TWT-built core D Al Verification O Measurement [_J Result

~ #

TWT <'

A closed loop on the developer's machine:
1. Runs on-premises, so your code never
leaves your infrastructure

2. Every change must behave exactly like the
original

3. Energy is measured before and after,
including the cost of the Al
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Energy above idle (relative to original)

| GREENLOOP | wr <.
OUTCOME

AstarSearch::expandNodes - Original vs Refactored

Energy per run (mean of 10 runs) Median power over time
20 A .
0,
100% 4 100.0% .

33.7% 18
80% energy saved R
=

66.3% 5 167
b=
60% - g
)
(@)

8 14 A
g
40% A >
o

©12-

20% A :
10 - == QOriginal (median of 10 runs, ends 29.4 s)
— Refactored (median of 10 runs, ends 18.7 s)
---- Idle (11.2 W)
0% - T T T T : T T T
Original Refactored 0 5 10 15 20 25 30

Time since program start (s)
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GREENLOORP |

DEMONSTRATOR OUTCOME + INFERENCE COST R

600

500

400

300

200

Energy above idle [J]

100

The LLM refactoring pays for itself after ~10 runs

AstarSearch::expandNodes — energy per run (mean of 10 runs) vs. one-time LLM inference

564 |

180 |

61 ) per run
l( 33.7 %)

Original code Refactored code LLM inference
Recurring - every execution One-time - refactoring

LLM cost 564 ] + 60.7 ] saved per run = 9.3 runs to break even. CPU package energy above idle (idle baseline 11.2 W).

Every further run is a permanent 33.7 % saving

AstarSearch::expandNodes — cumulative energy incl. one-time LLM inference (564 ))

Original
Net 1.9 k] saved
= 3.3x LLM cost

Refactored
(incl. LLM cost)

~

[5)]

w

w

> LLM cost not
yet recovered _e

Cumulative energy above idle [k]]
B

\
1 Break-even
after 9.3 runs
% 5 10 15 20 25 30 35 40

Number of executions
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CONTACT PERSONS

Dr. Laura Casella

laura.casella@twt-gmbh.de

Tina Vartziotis

tina.vartziotis@twt-gmbh.de

TWT
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